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Abstract

In this thesis several steps towards the optimization and acceleration of a Monte Carlo code for the 
simulation of light propagation in particulate scattering media have been taken. This is performed 
by  parallelizing a  Monte  Carlo  code  originally  written  by  E.  Berrocal  [1] and  running  the 
simulation on a modern computer graphic card; a process known as general-purpose computing on 
graphics processing units (GP-GPU). It is demonstrated that  the new Monte Carlo code, can speed-
up the simulation time by a factor ~40 times, when the calculations are offloaded on the GPU. This 
acceleration in computational speed is obtained for a scattering medium containing a collection of  
micrometric droplets at an optical depth of OD = 10. It is also deduced from this study that higher  
speeding-up of the code is reached at higher OD. This can be explained by the fact that more 
calculations are, in this case, run on the GPU.  A second optimization concerns the improvement of 
the  user  interface.  The  code  is  now  able  to  handle  hundreds  of  detection  setting  schemes 
simultaneously. Input and output files are stored into separate folders. The output folder contains  
sub-folders where all the output files can be organized as a function of the detection conditions.  
The resulting matrices can now be directly viewed when the simulation is ending, without the need 
of plotting them in Matlab. Also, imaging at the Fourier plane has been implemented as a detection 
option. All these improvements allow more complex calculations and detections schemes to be run 
during  a  reasonable  time  frame.  This  open-up the  possibility of  simulating  more  realistic  and 
challenging cases of study.  Thanks to these new features,  the improved Monte Carlo code has  
strong  potential  to  further  help  the  understanding  of  light  scattering  in  turbid  media  and  the 
development of modern optical diagnostics.



Populärvetenskaplig sammanfattning

I dagens datorer finns det numera möjlighet att utnyttja den extra beräkningskraft som moderna  
grafikkort har att erbjuda. Detta har möjliggjorts tack vara att man numera kan utföra godtyckliga 
numeriska beräkningar på grafikkortet till skillnad från tidigare generationer grafikkort där man i  
princip var begränsad till att rendera 3D-grafik. Till skillnad från en processor som till stor del  
fokuserar på att utföra beräkningar seriellt så utför ett grafikkort beräkningarna parallellt. Dagens 
processorer  kan  även  utföra  beräkningar  parallellt  om flera  processorkärnor  nyttjas  men  med 
restriktionen att  individuella trådar måste synkroniseras manuellt.  Synkronisering är  något  man 
vanligtvis inte behöver ta hänsyn till på ett grafikkort då alla beräkningstrådarna arbetar i takt med  
varandra. Detta innebär att varje tråd på grafikkortet måste utföra samma beräkningsinstruktioner 
parallellt men med fördelen att de kan ha olika in och utdata. Genom att utnyttja den parallella  
strukturen  på  ett  grafikkort  är  det  numera  möjligt,  i  gynnsamma  fall,  att  utföra  numeriska  
beräkningar flera hundra gånger snabbare än en modern processor.

Ett  problemlösningsverktyg som kan dra nytta av denna massiva beräkningskapacitet  är Monte 
Carlo-simuleringar. Problemlösning med hjälp av Monte Carlo-simulering går ut på att man bryter  
ner ett komplext problem till simpla funktioner som sedan beräknas ett upprepat antal gånger på  
indata  som kontrolleras  genom slumptal.  För  att  få  en tillräckligt  god statistisk spridning som 
täcker hela beräkningsvolymen och på så vis minimera fluktuationer i  det  slutgiltiga svaret,  så  
krävs det ett stort antal upprepningar. Om man utför  ett oändligt stort antal upprepningar så  kan 
man med hjälp av Monte Carlo-simulering exakt lösa det ursprungliga problemet. På grund av att 
varje upprepning i beräkningsprocessen inte är beroende av varandra så kan hela processen med 
fördel utföras parallellt med hjälp av ett modernt grafikkort.

Monte  Carlo-simuleringar  är  ett  kraftfullt  verktyg  som kan utnyttjas  för  att  lösa  problem som 
annars är svåra eller omöjliga att lösa med vanliga analytiska eller numeriska metoder. Problem 
som kan vara svåra att finna korrekta och tillfredsställande lösningar till är ofta problem som har 
många frihetsgrader, vilket är vanligt inom både fysik och kemi. Inom dessa områden så kräver  
man ofta slumptal med en specifik spridning. För att få fram slumptal med korrekt spridning kan  
man använda en slumplatsgenerator som generar likformigt  fördelade slumptal som man sedan 
omvandlar  till  önskad täthetsfunktion.  Genom att  kombinera  olika  täthetsfunktioner  med  olika 
frihetsgrader  så kan man beskriva samt lösa mycket komplexa problem.

Ett område där man under de senaste åren nått stor framgång med Monte-Carlo-simulering och 
utnyttjandet av senaste generationens grafikkort är inom biomedicinsk optik. Genom att förbättra 
och parallellisera den ursprunglig koden, MCML eller “Monte Carlo model of steady-state light  
transport in multi-layered tissues”, skriven av Wang  med flera, visade  E. Alerstam och W. Chun 
Yip Lo att  det  går att  accelerera beräkningsprocessen med upp till  600 gånger med ett  Fermi-
baserat grafikkort i jämförelse mot en modern processor. Ett av deras resultat blev publicerat under  
2010 med namnet "Next-generation acceleration and code optimization for light transport in turbid  
media using GPUs,".

Under detta arbetes gång har en av arbetsuppgifterna varit att optimera och förbättra en Monte 
Carlo-algoritm för  att  simulera  och  studera  ljusets  spridning  i  olika  miljöer  men  framförallt  i 
aerosol,  små  partiklar  suspenderade  i  en  gas  som  till  exempel  dimma,  rök  eller  sot  och 
luftföroreningar. Ett viktigt exempel på tillämpningar av denna metod är för att studera spridningen 
av  fotoner  i  en  bränslespray.  Ett  tillämpningsområde  som  är  framförallt  intressant  inom 
förbränningsfysik  där  man  vill  studerar  ett  koncentrerat  moln  av  finfördelade  bränsledroppar  
skapade i en atomiserad spray. En atomiserad spray används för att förbränna flytande bränsle i till  
exempel  bilmotorer  och  flygplansmotorer.  Genom  en  ökad  förståelse  av  bränsledropparnas 
egenskaper så som storleken och koncentrationen från hela förbränningskammarens volym, så kan 
man anpassa och effektivisera förbränningsmotorn.

På grund av sprayens och dropparnas komplexitet så kan det vara svårt att karakterisera dem med 
till  exempel  laserbaserade  mätmetoder.  Mätresultaten  utförda  med  dessa  metoder  kan  snabbt  



påverkas av diffust ljus som spridits flera gånger, på grund av mediets optiska täthet, innan ljuset  
nått fram till detektorn. Bortsett från ljus som direkt korsat mediet utan spridning, så är det i princip 
endast ljus som spritts mot partiklar en enstaka gång som faktiskt bär på användbar information om 
partiklarnas egenskaper. Det är denna information som försvinner eller blir opålitligt, på grund av 
att  det  diffusa ljuset  ofta  har  en mycket  högre intensitet  på  ljusstyrkan.  Det  är  vid sådana här 
mätningar som ett flexibelt beräkningsverktyg för ljusets spridning i sprayer kommer väl till pass.

Det är  ett  sådant  verktyg som är ursprunget till  det här arbetet  och den ursprungliga koden är  
skriven  av  Edouard  Berrocal.  En  utförlig  beskrivning  av  algoritmen  samt  verifiering  mot 
vetenskapliga experiment är publicerat av Edouard Berrocal under namnet “Multiple scattering of 
light in optical diagnostics of dense sprays and other complex turbid media” som gavs ut 2006.  
Denna  kod har  under  detta  arbete  förbättrats  genom implementationen till  nya  möjligheter  att 
visualisera och analysera resultaten. Det har dessutom blivit enklare att skapa och exekvera stora  
simuleringar.  Det  finns  numera  även möjlighet  att  utnyttja  flera  processorkärnor  samt  använda 
grafikkortet som beräkningsenhet. Under det här arbetet så lyckades en förbättring på 40 gånger 
uppnås.
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Introduction

Modern computers are now able to use multiple processor cores as well as access the graphics  
processing unit  (GPU) for various calculations.  A graphics card which is  able to execute non-
graphical  tasks  is  referred  to  as  a  General  Purpose  Graphics  Processing  Unit  (GP-GPU).  The 
benefit of using a GP-GPU is due to its capability to preform calculations on multiple input data  
simultaneously.  On  modern  hardware,  one  single  instruction  has  the  potential  to  finish  the 
calculation on hundreds of input parameters, while the Central Processing Unit (CPU) would finish 
the same calculations for the first few input parameters only. Thanks to these new capabilities, tasks 
which previously required significant computational time can now be executed several orders of  
magnitudes faster. 

One task which benefits from this recent increase in speed is Monte Carlo modelling. The main 
concept behind a Monte Carlo algorithm is to break down a complex problem into a smaller and 
more  easily defined set  of  calculations  which are  repeated a large number  of  times.  Different  
calculation  paths  include  the  use  of  random numbers  and  probability  density  functions.  This 
random sampling process must be sufficiently repeated in order to reduce statistical fluctuations. As 
the  iterations  are  performed  independently  from  each  other,  the  overall  simulation  is  highly 
parallelizable. This allows the execution of Monte Carlo simulations on the GP-GPU of a single 
computer, within a reasonable time-frame, without the use of expensive super computers.

Monte  Carlo  simulation  is  a  powerful  tool  for  solving  problems  which  are  troublesome  or 
impossible to solve analytically due to a large amount of variables (degrees of freedom) involved. 
The list of practical problems investigated and analysed via Monte Carlo simulation is particularly 
extensive. A few noticeable examples are given below:

• In astronomy, Monte Carlo modelling is employed for analysing data from infrared and sub 
millimetre telescopes  [2], as well as for the understanding of low frequency solar radio 
emission [3]. Such work aims to further broaden the understanding of galaxies formation 
and evolution.

• In finance,  Monte  Carlo methods are  used to  predict  the  effect  of  uncertainties  which 
governs various economic situations. By the use of statistical sampling, approximations are 
determined to estimate the value of options  [4]. Furthermore those approximations help 
evaluating price sensitivities and measuring market and credit risks [5].

• In metrology the uncertainties of measured atmospheric values can be assessed by means 
of Monte Carlo simulation, [6], [7].

• In  biomedical  optics,  an  accurate  understanding  of  photon  absorption  and  scattering 
through the different layers of tissues is essential for radiation and photodynamic therapy.  
Recent progress shows that the computational method developed nowadays, could, in the 
future, minimize unwanted effects on the surrounding healthy tissues, thus improving the 
efficiency  of  optical  treatments.  During  the  past  two  decades  knowledge  in  photon 
transport through skin tissues has been largely developed thanks to Monte Carlo modelling. 
[8], [10], [11].

Although  there  are  many  other  examples  of  Monte  Carlo  applications,  it  is  in  the  field  of 
biomedical optics that the initial steps have been initiated towards the acceleration and optimization 
of Monte Carlo simulations. A remarkable example is the recent acceleration of the MCML code,  
“Monte Carlo model of steady-state light transport in multi-layered tissues”, originally written by 
Wang et al.  [12], by the means of parallel computing using modern computer graphics cards [8]. 
The two main authors of this work, E. Alerstam and W. Chun Yip Lo, demonstrate in 2010, that the 
code could be accelerated on a Fermi GPU by approximately 600 times compared to a state-of-the-
art  Intel  Core  i7  CPU.  These  results  strongly  support  the  use  of  GP-GPU  for  Monte  Carlo 
simulation applications. 
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This thesis focuses on Monte Carlo simulation of light propagation in scattering dispersed media 
and particulate aerosols. The model presented here is designed to understand the radiative transfer  
through  a  collection  of  independent  scattering/absorbing  particles.  One  important  example  of 
application concerns photon transport in spray systems. This is an area of interest especially in 
combustion  engineering  where  a  dense  cloud  of  fine  fuel  droplets,  generated  from atomizing 
sprays,  are largely employed for the combustion of liquid fuels (e.g.  in plane turbines and car  
engines). A better understanding of the properties of the fuel droplets, such as the droplet size and 
concentration  in  the  3-dimensions  of  the  combustion  chamber,  will  help  to  optimising  the 
efficiency of combustion engines [13]. However, due to the droplet’s polydispersity, high number 
density  and  inhomogeneous  distribution,  the  characterization  of  atomizing  spray  systems  is 
particularly  challenging.  Most  notably,  laser  based  measurements  can  rapidly  be  affected  by 
important  errors due to the detection of multiple light  scattering produced from such optically  
dense media. Apart from photons which directly cross the medium without interacting with the  
droplets (ballistic photons), the valuable information is carried by photons that scatter only once 
during the crossing. On the opposite, multiple scattering events “obscure” the results from single 
scattering making measurements unreliable. In order to understand such effects and develop novel 
laser techniques for spray diagnostics, the use of a flexible computational tool for light propagation 
in sprays is particularly needed. 

The main objective of this thesis is to accelerate and optimise the performance of a code originally 
written by E. Berrocal [1]. The code is divided into two parts:

The major part implements a Monte Carlo method for photon transport through a given scattering 
medium  (defined  by  specific  dimensions  and  optical  properties).  The  second  part,  less 
computationally demanding, is used to visualise and analyse the output data generated from the 
first  stage.  Most  specifically,  the second part  includes the simulation of photon detection by a 
collecting lens and image formation on a pixel array. While these two parts were initially computed 
by two separated codes, a specific objective of the presented work is to unify them into a single 
code. 

As the original code has been already validated against experimental results  [1], this thesis only 
focuses on the computational optimization and acceleration of the code. This was performed by 
parallelizing the single threaded original code and running the calculations on a modern GP-GPU 
card.

This thesis is divided into seven chapters:

The first chapter describes the evolutions of GPUs and how it is now possible to use them for  
parallel general purpose computations. The second chapter is an introduction to the Monte Carlo 
method for light propagation in scattering media. The third chapter focuses on how the original  
code was structured and its limitations. The fourth chapter describes how the limitations have been  
addressed  and  which  optimization  strategies  have  been  undertaken.  Chapter  five  shows  a 
comparison between the results generated by the original and by the final code. Finally, chapter six  
shows examples of results generated from the improved code.
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1 GPU parallel computing for Monte Carlo simulation
1.1 Past GPU hardware architecture

Older generations of graphics card could virtually only be used for vector graphics.  The main 
purpose behind the development of graphic processing units was to speed up the rendering of three-
dimensional vector graphics used in computer games. The rendering step consists of a large number 
of vector and matrix multiplications where the final two-dimensional image is made of textured and 
coloured triangles.

To get a better understanding of what kind of mathematical operations graphics cards are optimised 
for, a basic understanding of computer graphics is needed. Scenes in computer graphics are filled 
with different objects.  These objects could be anything from furniture, humanoids, animals and  
plants to entire oceans or leaves on a tree, put in the scene by the designer. Due to the limited 
amount of resources a computer objects cannot be too complex. Therefore only the outer visible 
layers of the objects are stored. As a result all objects in a scene are hollow volumes covered by a  
thin covering layer. To limit the complexity of the layer it has to be constructed from triangles.  
Triangles are defined by three vertices in a three-dimensional coordinate system. Each vertex is a  
point in the coordinate system. An object is often constructed from as few triangles as possible 
while still maintaining the basic shape of the object.

Objects, or group of objects often have their own coordinate system. This allows them to move 
through the scene independently by modifying the local coordinate system. When the graphic card 
renders  an  image  all  objects  must  be  move  to  the  cameras  (the  screens)  coordinate  system.  
Transforming a vertex from one coordinate system to another is done through linear transformation 
represented by a matrix multiplication. Rendering a scene with thousands of vertices involves a 
large  amount  of  vector  multiplications.  To  enable  a  perspective  view  the  coordinate  system 
available in computer graphics is a homogeneous four-dimensional coordinate system. Thus the 
basic operation during rendering is the multiplication of the four values of each vertex against four 
values from the matrix repeated through dimensions and vertices. The final image is then created 
by colouring the triangles which have been transformed to the correct coordinate system and then 
projected into the two dimensional space of the screen.

Other parts of the computation pipeline consists of a vector input, a texture input and an image  
output.  Even though the graphics  card had good capabilities  for  preforming vector  and matrix 
operations, the results from the calculations could only be accessed as an image after the rendering  
had completed. Accessing image data in this fashion was slow and past GPUs was not suited for 
general purpose calculations.

As the hardware developed, the pipeline was increased to include more complex operations. One of  
the operations added was the ability to write small programs which was executed directly on the  
graphics card.  At  first  these programs could only manipulate  individual  pixel  data.  A program 
designed to execute on a graphics card are often referred to as shaders. As the quest for more  
realistic graphics progressed and as the hardware evolved the ability to create larger programs were 
added. These programs were no longer restricted to manipulating pixels, but could also manipulate 
vertices.

In the beginning these programs contained different instruction sets depending on which data they 
were supposed to manipulate. On modern graphics cards these programs have been unified and 
now all types of programs have access to almost the same instruction set. Because the graphics 
cards  are  now fully programmable,  additional  programming interfaces  have been added which 
allows the developer to access the computation pipeline directly.  With the results being readily 
available as an output  from the shaders,  computer graphics card can now be used for general 
purpose computing.
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1.2 Modern GPU hardware architecture

Modern GPU architectures can access computation data in early stages of the computation pipeline 
resulting in a much more efficient way to control general purpose calculations. There are three 
major  programming  interfaces  currently  available  which  allow  access  to  general  purpose 
computations on the GPU.

• Compute Unified Device Architecture (CUDA) (initial release in 2007)
• Microsoft DirectCompute (first released in 2009)
• OpenCL (Open Computing Language) (first public release in 2008)

As shown in figure  1.1, CUDA and OpenCL have, so far, been the most popular programming 
interfaces.  CUDA works on Apple,  Linux and Microsoft  operating systems but  it  is  limited to 
Nvidia hardware only. The specification is controlled by Nvidia.

Microsoft DirectCompute is a specification controlled by Microsoft and is only available to recent  
versions of Microsoft Windows operating systems.

OpenCL (Open Computing Language) is an open royalty-free standard for general  
purpose parallel programming across CPUs, GPUs and other processors, giving  
software  developers  portable  and  efficient  access  to  the  power  of  these  
heterogeneous processing platforms. [14]

OpenCL is  controlled by the Khronos Group and is  available  on multiple  platforms  including 
Apple,  Linux  and  Microsoft  operating  systems.  OpenCL is  supported  by  multiple  companies 
including AMD, Apple, Intel, Nvidia. In comparison with CUDA and DirectCompute, OpenCL is 
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Figure 1.1: The legend show the exact search terms used. The data was exported from Google Trends.  
The y-axis corresponds to search volume index. Plot showing a comparison of the interest between the  
three  computation  languages  have  changed over  time.  It  should  be  noted  that  a  new version  of  
OpenCL was released a few days after the last data point.
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able to take advantage of multiple processor cores and graphic cards as well as other types of  
processor.

As seen by from figure  1.1, general computing through graphics cards is quite recent. It should 
therefore be assumed that this area is still under development and that each new version may bring 
additional improvements to the programming interfaces.

As shown in figure 1.1 , both OpenCL and Nvidia CUDA generates an equal amount of interest,  
while DirectCompute from Microsoft is almost  completely forgotten. A downward trend can be  
noted for CUDA, although it is probably a few years to early to draw any significant conclusions. 
For this project CUDA was chosen. Although there are differences in the programming interfaces, 
in the end it is the hardware which does all the calculations and the performance should be virtually 
identical.

A piece of code which is targeted for general purpose calculations through CUDA or OpenCL is  
called kernels.  Kernels are loaded by the host code and transferred to the compute unit (most often  
a graphics card able to run general purpose calculations) where it can be executed.

When using these new programming interfaces it is good to keep in mind the main differences 
between a CPU and a GPU. One of the differences lies with how threads are executed as explained 
in the next section.

1.3 Thread execution on a GP-GPU

On a modern system multiple threads are executed in parallel. Most CPUs are capable of executing 
a handful of threads in parallel, whilst a GP-GPU can handle several hundreds of them. Threads  
running in parallel on a CPU are most often not limited in size or execution time. Due to the low 
amount of parallel threads, the overall speed of the CPU can be increased to a maximum. A typical 
CPU can run threads at speeds up to and exceeding 3 GHz.

As it is often the case with parallel circuits, the clock speed of a graphics card is lower than its  
“single threaded“ cousin (CPU). A typical modern GPU is running with a clock speed of ~1 GHz,  
which  is  ~3  times  slower  than  a  CPU.  However,  due  to  the  large  amount  of  parallel  threads 
available to the GPU, parallel tasks allow it to exceed CPU execution time by several magnitudes,  
as in the previously mentioned work by E. Alerstam and W. Chun Yip Lo [8].

A GPU runs a large number of threads in parallel, but due to limits of the design, multiple threads 
must perform the same type of operation during an equal amount of execution time. Threads on a  
GPU  are  divided  into  different  workgroups.  Each  workgroup,  by  specification,  must  be 
independent of each other, while threads inside a single workgroup are able to communicate with  
each other through shared memory and synchronisations.

If two threads, inside a workgroup, selects different execution paths, each path has to be executed 
one after the other severely limiting the benefits of the parallel design. The number of kernels 
which can be launched in parallel is limited by the hardware. A modern computation unit should at  
least be able to run a few small kernels concurrently, while larger kernel will dominate the entire  
unit.

To limit the overhead of kernel launches, the kernel needs to reach a minimum amount of workload 
(system dependant) to be more efficient than if the calculations were executed directly on the CPU.  
Large kernels or kernels which use large quantity of memory are affected by limitations in memory 
size and  delays in memory transfers. 
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To  help  consolidating  the  memory  access  by  different  workgroups  and  threads,  special 
identification numbers are used. The workgroup is given a number representing a position from a 
two-dimensional grid. Threads are given numbers from a three-dimensional grid. Combining the 
number from the thread together with the number from the workgroup, a final position can be  
calculated. This allows the threads to access memory positions in a linear fashion enabling bulk 
memory transfers (instead of accessing small well-organised segments during many transfers). This 
way of launching threads is very efficient for texture access and matrix operations, as well as, for  
accessing one-dimensional arrays.

All communications with the graphics card goes through the driver. The driver can be seen as a 
software layer  in-between the programming interface and the hardware.  Drivers for a graphics  
cards  are  complex  computer  program  which  includes  many  of  the  basic  operation  useually 
performed by an operating system. Threads and workgroups are mapped through the driver into 
hardware  equivalents.  Due  to  differences  in  the  hardware  design,  not  all  configurations  work 
equally well. Selecting a workgroup size may not be trivial, and a size working for one card, might 
not run as well on another. In the hardware, workgroups are often fixed in size and to get the best  
performance a multiple of this size should be chosen.

Another  important  part  of  the  driver  is  the  memory management.  All  memory on the GPU is 
controlled by the driver including memory allocation and transferring data. The number of threads  
able to fit into a workgroup is determined by the amount of local memory needed.

1.4 Memory model of a GP-GPU

When developing an application for general purpose calculations on a graphics card, it is necessary 
to understand the different types of memory available.

• System memory: Is mostly used to communicate the input data to the GPU, as well as 
returning the final results.

• Global  memory: The  communication  between  the  CPU and  the  GPU is  operated  by 
transferring data between the system and the global memory.

• Shared memory: Is part of the graphics core. Each workgroup running on the GPU has 
access to a separate section of shared memory. Due to the close proximity of the shared  
memories to the core, the shared memory is not restricted by the latencies (access delays)  
affecting the usage of global memory.
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Figure  1.2: When a  kernel  is  launched on a  general  purpose calculations  unit  the  workload is  
divided into a number of workgroups. Each workgroup uses a number of threads where each thread  
preforms the calculations defined in the kernel.



• Registers: The local variables used by each thread are stored as registers. If a thread uses 
more  variables  than  available  registers,  the  global  memory is  used  as  an  intermediate 
storage area, affecting the overall performance negatively.

• Cache memory: The cache serves as a buffer to the global memory reducing the need to 
access the global memory during repeated access to the same memory position. The cache 
is available for the specialised memory types: constant memory and texture memory.

The response time for accessing memory varies depending on the type, and how far the data have 
to travel to reach its destination. If the latencies are long, it is more efficient to transfer data in  
bigger chunks using a few calls only. If the latencies are low it is often more convenient to access 
small pieces of memory by many calls. When the host applications, running on the CPU, need to  
communicate with the graphics card it has to make use of the global memory.

The global  memory is  made of memory modules positioned apart  from the graphics core in a 
similar way that the system memory is separated from the CPU. The purpose of separating the  
memory from the core of the CPU or GPU, is due to the size restrictions when manufacturing the  
graphics core. System and global memory are both used to store large quantities of data which do  
not fit into the space available through local caches and registers. Local caches and registers range 
from a few kilobytes in size to a few megabytes, while global and the system memory  possess 
around one and several gigabytes respectively.

The global memory used by discrete graphics cards is a specialized kind of memory dedicated to 
applications requiring high bandwidth. A graphics card has hundreds of threads running in parallel  
and when the threads access the global memory the extra bandwidth is needed. To help minimizing 
the latencies  added by using separated (global)  memory modules,  threads waiting for  memory 
transfers are suspended, when possible. In the meantime, to keep the graphics core occupied, other 
threads are are given execution time. If the amount of calculations exceeds the time required to  
access the memory, the latencies can be completely masked.

Instead of repeatedly use the global memory each workgroup can access and use dedicated shared 
memory. Shared memory is located very close to the core and works as a developer controlled  
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Figure  1.3:  Memory  transfers  from  the  graphics  card  to  the  system  memory  are  costly  
operations. Transferring data from the graphics core to the global memory is faster than to the  
system memory.  However,  this  operation is  still  time consuming.  Using the shared memory,  
which is a separate region of the core, but limited in memory size, allows minimizing the need  
for data transfers to the global memory.



buffer. Due to size and cost restrictions the shared memory size has to be kept small being only a  
fraction of the size of the global memory. Even though restricted in size, the shared memory can be 
used as a buffer to minimising the need for memory transfers towards the slower memory types. If 
the memory sections in the global memory area are kept constant, a special cache can be leveraged.  
This cache is normally called constant memory. It is a very small cache for the global memory. For 
constant memory to be effective, a small number of elements from the global memory should be  
accessed repeatedly during a specific time frame.
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2 Monte Carlo modelling of photon transport
2.1 Basics of light propagation in a scattering medium

When photons cross a medium containing a collection of particles, they interact via scattering and  
absorption with the individual particles. The probability for a photon to interact with a particle is 
related  to  the  number  density  and  size  of  the  particles,  the  relative  refractive  index  and  the 
wavelength of the incident light beam.  More particles will result in more scattering events. After a 
light-particle interaction, the new direction of photons is related to the type of the particle, its size 
and the wavelength of the incident light. The probability of different directions might not have 
equal probability and some direction can have a much higher probability. For example, larger water 
droplets in air have a more highly forward directed probability density function than smaller ones  
(figure  6.2). This allows more photons to travel straight through the medium consisting of large 
droplets,  while a medium with smaller droplets will  scatter more photons backwards or on the 
sides. 
In a homogeneous medium, the loss of the light intensity from a collimated beam directed straight  
toward a detector exponentially reduces along a line-of-sight of length l and can be deduced from 
the Beer-Lambert law, as:

I f =I i e
−µe l  (1)

The final light intensity  If is related to the initial incident light intensity  Ii , the length  l and the 
extinction coefficient, µe.

µe=µs+µa  (2)

The extinction coefficient is the sum of the scattering and absorption coefficient. If a 
medium is non-absorbing, then the extinction coefficient equals the scattering coefficient 
only. 

l̄ fp=
1
µe

 (3)

OD= l
l̄ fp

=l⋅µe  (4)

Form equation 3 and 4 a definition of the optical depth, OD, can be deduced. The optical depth is  
an approximation of the average number of scattering events along the length of the scattering  
medium  l.  The mean free path length,  l̄ fp ,  is the average free distance a photon is travelling 
without  any interaction  with  particles.  As  is  shown in  the  last  equation,  the  optical  depth  is 
dependent on the length of the medium and the extinction coefficient and can be substituted in the 
Beer-Lambert law.

When characterizing mediums with some unknown scattering properties, valuable information can 
be gained from ballistic and single scattering photons. With higher orders of scattering events the 
image at the detection point becomes more diffuse obscuring the results from the lower scattering 
orders. Not only because photons can end their journey anywhere on the detector, but also because  
during the right circumstances, they could follow an exit path similar to the exit path of a lower 
order scattering events (Figure 2.2c). To reflect this “obscuration”, higher order scattering events 
are generally called diffuse photons. 
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The central equation representing the macroscopic balance of energy and describing the 
average transport of photons through a turbid medium is the Radiative Transfer Equation 
(RTE) (or equation of radiative transfer) 5:

1
c

∂ I ( r⃗ , s⃗ ' , t)
∂ t

=−µs I ( r⃗ , s⃗ ' , t)−µa I ( r⃗ , s⃗ ' , t)+µs∫4π
f ( s⃗ ' , s⃗ ) I ( r⃗ , s⃗ ,t )d Ω '  (5)

The RTE, is derived from the balance of energy between incoming, outgoing, absorbed, scattered 
and  emitted  photon  within  an  infinitesimal  volume  element.  Solving  this  equation  with  basic 
analytical  or  numerical  methods  is  not  possible.  Converting  the  equation  to  a  Monte  Carlo  
algorithm enables a good approximation of the exact results to be simulated.

2.2 The Monte Carlo method

A basic  example of Monte Carlo method is  the  possibility to  solve complex integrals.  Simple 
integrals  can  often  be  solved  analytically while  more  complex  problems  can  be  solved  using 
deterministic numerical algorithms. But if the number of dimensions and variables are increased,  
the problem soon becomes too difficult to define and solve using the original methods. By means  
of a Monte Carlo algorithm, the problem can be tackled by randomly selecting points inside a  
selected area and then determine if the point is inside or outside the function. If a sufficiently large 
number of samples are launched, an average calculation converges, then, towards the integral's true 
solution. Figure 2.2 shows an example of this process.

∫a

b
f ( x)dx≈Simulation area⋅

Points inside f ( x)
Total number of points

The Monte-Carlo method is based on the use of Random-Number and Probability Density Function 
(PDF) which are cumulated. This process is called Random sampling. The Monte Carlo method 
can be used to study photon propagation through turbid media by numerically solving the RTE 
shown, previously, in Eq.5. 
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Figure 2.1: Photons scatter different numbers of times during the crossing of a particulate  
medium.  Detecting  ballistic  photons  and  single  scattering  photons  is  useful  due  to  the  
amount of medium related information they carry. Higher order scatterings events carry  
nearly no valuable information and are therefore called diffuse photons.



2.3 Pseudo-random numbers generator

Random  numbers  are  necessary  for  any  Monte  Carlo  simulation.  By  generating  uniformly 
distributed random numbers it is possible to generate samples from a  probability density function. 
This is performed by means of normalised and cumulated  probability density function as shown in 
figure 2.3.

All Monte Carlo simulations require a random number generator. Since a truly random process  
cannot be created on a computer without dedicated hardware, most modern systems have to rely on 
a pseudo-random numbers generator (PRNG). Most generators depend on the truncation of binary 
numbers when big numbers are multiplied or added together. The generator which was used in the 
original code cannot easily generate numbers for a multi-threaded application. Using the reasoning 
of Alerstam et al [8], a Multiply-With-Carry algorithm, by Marsaglia [9], was included for the new 
Monte  Carlo  code.  One  of  the  benefits  of  using  this  algorithm  is  the  great  potential  for  
parallelization. It has a period of ~260 which means the number of iterations until the random series 
starts repeating itself.
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Figure 2.2: When integrating using the Monte Carlo method, points are  
spread randomly throughout a region. By determining the ratio of points  
falling inside the function, the area under the curve can be estimated.

Figure  2.3: Principle of random sampling: Non-uniformly distributed random  
variables  from a  Probability  Density  Function,  are  extracted  from uniformly  
distributed random numbers.



2.4 Assumptions and implementation of  the Monte Carlo  method for 
photon transport

In order to solve the RTE (see Eq.5) through Monte Carlo modelling several assumptions must be 
made.

• Spherical droplets

To  allow  important  simplifications,  the  droplets  are  assumed  to  be  perfectly  spherical.  This  
removes the dependency of the particle orientation relative the incident light wave. This sphericity 
of the droplets is also assumed in the Mie scattering theory [15] used in the code.

• Independent scattering

As light, in the Monte Carlo algorithm is considered as photon packets and not electromagnetic  
waves,  it  is  assumed that  the  scattering  particles  are  well  separated  and that  the  effects  from 
interference can be neglected.

• Homogeneity of elementary volumes

An inhomogeneous scattering medium can be represented by a large number of smaller discrete 
volumes. Due to limited computational resources the subsections cannot be infinitesimal small. The 
elementary volumes are cubes with homogeneous optical properties.

• Monochromatic light source

The light source is assumed to be monochromatic. In spray diagnostics, the generated light often 
originates from lasers, a source of light characterized by a high degree of monochromaticity.

• Random position of scattering events

Particle positions are assumed to be completely randomized and scattering events are therefore  
controlled by the generation of random numbers.
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3 Description of the “initial” Monte Carlo code
3.1 General description

Depending on the characteristics of the medium, photons can travel along many different paths 
(figure 3.1b-c).  For  an  optically  dense  medium,  photons  will  travel  a  relatively short  distance 
before they scatter. The face in which photons enter, is called the back face (figure  3.1a). Photons 
exiting  this  face  will  always  travel  backwards  compared  to  their  original  direction  and 
consequently they are called back scattering photons. The front face is the face opposite the back 
face. Ballistics photons will always exit the front face.
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Figure 3.1: a) A simple illustration of the simulation set-up. The light source and  
the scattering medium is part of the Monte Carlo code while the lens and the pixel  
array  is  part  of  the  Ray  Tracing  code.  b) Depending  on  interaction  in  the  
scattering medium, photons will exit the volume through different faces.  c) Even 
though  photons  enters  and  leaves  the  volume  with  similar  directions  and  
orientations, their internal path may differ.



The Monte Carlo code:
The photons begin their journey at a light source directed at the back face of the simulated volume. 
Photons are sent into scattering medium where they will interact with particles, until they once  
again reach a boundary surface. Each photon has a probability of encountering a particle depending 
on the extinction coefficient (see Eq.2). If a photon interacts with a particle and no absorption 
occurs, the event is referred to as a scattering event. When a scattering event occurs the photon will  
gain a new direction. Depending on the particles phase function, different directions have different  
probability (see figure 6.2). In the presented code, the phase function of the scattering particles is 
calculated from the Mie theory [15].

To simulate a medium with a non-homogenous particle concentration multiple voxels can be used 
to define the medium. By sub-dividing a larger volume into smaller voxels, each sub-section can 
have its own properties. By giving each voxel its own properties, a more complex medium can be 
constructed. When all  photons from the light source have exited the medium, the Monte Carlo 
simulation is finished and data are saved into files, ready to be opened by the Ray-Tracing code.

The Ray-Tracing code:
Once photons have exited the cube they will travel towards a detector which is facing the scattering 
medium. Photons can be detected by a collecting lens placed at a given distance from the exiting 
face. Only photons with a correct acceptance angle would reach the detection surface. If a photon 
misses the collecting lens it will not be detected. Only the detected photons are selected to form an  
one-to-one image.

3.2 Logic of the “initial” Monte Carlo code

The Monte Carlo method needs 4 input files. One light source file, one temporal pulse file, one file 
describing the medium and one file describing how photons are scattered by the particles. The light  
source file consists of a matrix, where each element is the probability of photons exiting at a  given  
position. The temporal pulse file adds a time distance to photons travel path, delaying their exit of 
the  light  source.  Photons  then  start  with  a  distance  already travelled.  The  file  describing  the 
medium contains the dimensions of the scattering volume and the number of voxels it is divided 
into. It also contains the optical characteristics of each voxel. The last file contains the cumulative  
probability density function (CPDF) of the phase function which governs how photons scatter with 
individual particles. All files have to be generated before running the simulation.

The first section of the Monte Carlo code asks the user for the 4 input files and loads them into the 
memory. After the files have been loaded the code ask on which face the light source should be  
located and how many photons should be sent. The last question concerns the dimension of the  
detection acceptance angle.

When all input data is known a loop is entered which selects photons from the light source one at a 
time. Each photon is inserted into another loop which starts the photon tracking and ends with the  
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Figure 3.2: Figure showing scattering medium using different numbers of voxels. In this figure the  
medium consists of 1³, 2³, 5³ and 10³ voxels.



photon reaching one of the simulated volumes outer faces. During the tracking of the photons there 
is a probability of a scattering event. Scattering events are controlled by the scattering coefficient  
and the calculations of the scattering angle is performed by transforming a random number through 
the cumulative probability density function (CPDF) of the scattering phase function. This type of 
transformation is illustrated in figure 2.3.

The output files generated by the Monte Carlo code consist of a single file per face where the 
number  of  photons exiting  the medium is  recorded.  The  data  stored  per  photon consist  of  its  
position,  its  direction,  its  polarization,  how many scattering  event  it  has  experienced  and  the  
distance it has travelled.

The initial modelling consisted of two parts. The first part of the code tracks photons through a 
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Figure  3.3: Basic flow chart  of how photons are processed in the source code.  a) shows the 
processing for the Monte Carlo method and b) shows the processing for the ray tracing code. The  
two paths have to be run individually using an external storage area as a shared communication  
point.



scattering medium while the second part generates images from the saved data. The second part is 
thus not related to the Monte Carlo algorithm but it is uses for creating image representations of the  
generated data.

The original code layout of the Monte Carlo method uses a functional programming paradigm with 
all functions stored in one single file. When the program is started it will ask a few questions,  
figure 3.4. The first 4 questions are related to input data files and the remaining questions relates to  
how many photons to send and from which face to send them from. Once all questions have been 
answered the program will start the simulation, tracking one photon at a time.

3.3 Logic of the imaging code

The second part, the image generation code, starts by asking a few questions as shown in figure  
3.5.  These  questions  define  the  dimension  and  the  position  of  the  lens.  Other  questions  also 
determine what kind of filtering will be done on the photons. The filtering allows the application to  
only select photons with a given set of properties. This is useful for certain kinds of experiments  
where for example only the knowledge for single scattering is wanted. It can also be used to set the  
limits of a polarization filter.

Once the questions have been answered the application start to load the saved data from the hard  
disk and starts processing it. The application reads each saved photon and uses its position and 
direction to determine if the photon will reach the lens. Thus once all photons have been processed,  
a final image can be created on a matrix.

The input files of the imaging code are the 6 files generated by the Monte Carlo code. The output  
files generated by the imaging code consist of 3 files per face.  One file contains the final image,  
one file depicts how the photons touches the lens and the final file shows how many photons  
arrives at different time intervals.
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Figure 3.4: Input questions asked by the original Monte Carlo code.

Scatering Medium File ? 
 
Scatering Phase Function File ? 

Temporal Pulse File ? 

Source Input File? 

-------------------------------------------------------- 
 
Total Number of Photons (X 1000): 
 
Fix Source on Face xmin, ymin, zmin, xmax, ymax or zmax: 
 
Detection Aperture between 0 and 90 degrees: 



3.4 Limitations

One of the most importan limits of the original code is the fact that it saves quite a lot of data to the 
hard disk. Each photon saved uses 48 byte of hard disk space. In the worst case scenario saving one 
billon photons would require 44 GiB hard disk space. In some cases, good results could need as 
much as 100 billions of launched photons which would, in this case, need more disk space than 
what is possible to store on a single consumer grade hard disk. In general, not all photons need to  
be  saved  due  to  the  ability  to  define  an  acceptance  angle.  Nevertheless,  with  highly forward  
directed particles and an acceptance angle below 20° up to 50% of photons will still be stored, a 
sum which would occupy most of the available disk space.

Considering a mechanical hard disk with an average read/write speed of 100 MiB/s. To simulate  
100 billion photons it would take approximately 12 hours to write the data to the disk. Reading this 
amount of data for the imaging code would take an equal amount of time as the time it took to save 
the  data.  Luckily  the  operating  system  (on  a  multi-core  CPU)  allows  processing  time  and 
input/output operations to overlap, allowing disk access to be run in parallel to the simulation. This  
means that  the speed of the simulation can never exceed the speed of the disk.  Using a more  
moderate amount of just 100 millions of photons would only take approximately 45 seconds to 
save, a time delay which is within an acceptable range.

A way to alleviate the problem is to ignore all photons which reach the forward face. This reduces  
the amount of data needed to be written and thus saves both time and disk space. This will of  
course only be useful for a limited amount simulations settings where the forward face does not  
need  to  be  studied  and  the  selection  of  particles  are  limited  to  those  with  a  highly  forward  
probability density function.

The reason why the data generated from the Monte Carlo code are saved is because this allows the 
imaging code to be run multiple times using the same input data with different imaging detection 
conditions. This was implemented due to the Monte Carlo code needing much more time to finish 
compared to the imaging code. With a faster running Monte Carlo code, this particular feature  
becomes a restriction instead.

Another limitation is in the restriction in how many photons the application is able to process. Due 
to 32 bit limit of some variables, the application starts to miss-behave when the amount of photons 
reaches the 2 billion positive integer limit. No more than 4 billion photons can be sent in this case.  
To process more photons, multiple instances of the application have to be used and the final image 
data generated has to be combined manually.
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Figure 3.5: The first input questions asked by the imaging code.

Name of Input file
 
Lens diameter [mm]:
 
[face-lens] distance in [mm]:

[lens-surface] distance in [mm]:

Type 'l'    lens only
Type 'ls'   lens + scat order
Type 'lt'   lens + time gating
Type 'lp'   lens + polarization
Type 'lst'  lens + scat order  + time gating
Type 'lsp'  lens + scat order  + polarization
Type 'ltp'  lens + time gating + polarization
Type 'lstp' lens + time gating + polarization + scat order



4 Optimisation of the Monte Carlo code
4.1 Logic of the “final” Monte Carlo code

The final version of the Monte Carlo code uses the same input files as the initial code, with a few 
minor changes. Additionally two new configuration files were introduced which allows the user to 
add all the necessary options by editing and adding to these files. To improve the user experience, 
all input files are stored in one input and one output folder.  By storing the files in separate folders,  
it is easier to make copies and it also makes it easier to run different simulations using different set-
ups. When the application is started it will ask for an input folder.  When the folder is selected an  
output  folder will  be determined.  The final  question before the  simulation starts  is  how many 
millions of photons the user wants to send. All the input options can be controlled by command line  
options, making it possible to include the program in scripting languages.

The flow chart in figure 4.1 shows how photons are processed during the Monte Carlo simulation. 
After  starting  the  simulation,  photons  are  sent  from the  light  source.  When  new photons  are  
launched,  the  variables  part  of  the  simulation  process  is  initialised  and  a  starting  voxel  is 
calculated. Inside the voxel the photon is given a random generated length which it has to travel  
before it will interact with a particle. As long as the length is inside the voxel scattering events will 
take place, which updates the photons position and generates new lengths. If the length is outside of 
the voxel, a new voxel is selected and the length is adjusted depending of the ratio between the old  
and the new scattering coefficient of the voxels. If the photon reaches the face of the medium its 
data will be used for image generation. If there are some remaining photons in the light source the 
process is restarted.

When all  photons have been processed, the application saves the images to the selected output  
folder. Depending on the image type, different sub-folders are selected. Each image output has its  
own folder and each detection configuration has its  own sub-folder.  The general  detection file  
contains information on how many photons have reached each face and it contains an overview on  
how many tines photons have scattered.

Differences  between  the  “initial”  and  the  “final”  code  can  be  summarised  as:  In  the  original 
application the first step is to generate photon data. In the second step, raw images are created from 
the generated data using a set of output conditions. After analysing the results through a special 
application and if the conditions are not good enough, the second step has to be repeated with a  
different setting condition. In the new code, a single simulation generates multiple output files from 
multiple input  detection conditions.  Some of the files generated by  the new code are directly 
viewable using any image browser. Due to this new feature, it is easy to quickly find a particular set 
of options which generates good results by just comparing the images.

As  in  the  original  code,  the  new code  includes  input  files  such  as  a  light  source,  scattering 
probability file, photon delay file and a file describing the medium. These files are constructed in 
the same manner as the original code except for the light source, which includes an option on 
which face the source is situated. Previously this option was available as an input question.

The new code includes both the Monte Carlo code and the imaging code. The code is divided into 
different sections. The main function of the code starts by loading an input folder and by defining 
the output folder. Then it continues its execution by starting the main body of the Monte Carlo  
code.  The code then initializes some common parameters and starts  additional  worker threads.  
Each worker thread starts processing photons from the light source. Once all threads have finished, 
the resulting images is saved and finally the control is returned to the main function. The main  
function then saves statistics from the simulations.

A worker thread has three purposes. The first purpose is to generate light from the source. The 
second purpose is to calculate how each photon scatters through the medium. The last purpose is to  
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track  how photons  hit  the  lens  during  different  situations.  Generating  light  is  done  by iterate  
through a matrix and sending an appropriate number of photons for each element. The scattering  
calculations can be done either as pure CPU operation or offloaded to the GPU.

The loop of scattering events is divided into smaller functions where each function represents a  
particular  calculation  state.  Depending on  how photons  scatter  they will  select  different  paths  
represented by calling different functions. Once the photon has finished, a different set of functions 
will  be called which takes cares of image filtering and image generations.  Once a photon has  
reached the final state it will be discarded and a new photon will be sent. This design allows each  
thread to track multiple photons at the same time. 

On the GPU it  allows the calculation of  one state to be run with multiple photons in parallel 
without code divergence. Once the calculation is finished a small amount of data is sent back to the 
CPU which sorts out the photons for the next state of computation.

19

Figure 4.1: Flow chart of the new code. The new code includes both the Monte Carlo and the  
ray tracing code. Compared to the old code, the new code can process photons using multiple  
threads on a CPU or a GP-GPU as well  as generate multiple images based on numerous  
detection settings.



4.2 Input files used by the “final” code 

All input files used by the simulation are stored in one single project folder where each file has a  
specific name depending on its content. The following list explains the files from figure 4.2:

• Layout of the light source file; Each value corresponds to the probability of light generated 
of a given position. The sum of the values should be close to 1. The first two lines were not 
available in the file used by the old code.

• Layout of the phase function file; The probability of light scattering in different directions. 
This example file contains 1801 values.

• Layout of the medium file; A row in the medium file describes the optical properties of one 
voxel of the scattering medium.

• Layout of the temporal pulse file; The temporal pulse file controls the intensity of the pulse 
as a function of time.
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Figure 4.2: Input files used by the new code. These four files are necessary to run the Monte Carlo  
simulation.

Temporal Pulse Matrix Size:
152
Temporal FWHM in [ps]:
0.1

0.0000000
0.0000176
0.0000389
0.0000644
...
0.9999050
0.9999356
0.9999611
0.9999824
1.0000000

Scattering CPDF Matrix Size:
1801

0.0000000
0.0000013
0.0000053
0.0000119
...
0.9999844
0.9999912
0.9999961
0.9999990
1.0000000

Source position [xmin, xmax, ymin, ymax, zmin, zmax]:
xmin
Dimension [H,V] of the Source [mm]:
5 5
Horizontal and Vertical Shift of Source from centre [mm]:
0 0
Source Matrix Size [H,V]:
252 252

Value 1,1 Value 2,1 … Value 252,1
Value 1,2 Value 2,2 … Value 252,2
…
Value 1,252 Value 2,252 … Value 252,252

Dimension of a single cubic Cell [mm]:
10
Cell Matrix Sizes for [i] [j] [k] in the (XYZ) System:
2 2 2
            Density   Cross.Sect     Diameter
[i] [j] [k] [#/mm^3]  [E-3 mm^2]     [um]
0    0   0    1548     6.460E-4       20
0    0   1    1548     6.460E-4       20
0    1   0    1548     6.460E-4       20
0    1   1    76805    1.302E-5       2.5
1    0   0    76805    1.302E-5       2.5
1    0   1    9.78E9   1.022E-10      0.1
1    1   0    9.78E9   1.022E-10      0.1
1    1   1    0        0.0            0

light_source.input 

medium.input

phase_function.input

temporal_pulse.input



The following list explains the files from figure 4.3:

• Layout  of  the  detection  settings  file;  Each  input  row represents  one  detection  setting 
controlling the ray tracing code and each line will result in one set of output images. The  
first column named “Output”, controls the output folder name for each  of the detection  
row.

• Layout  of  the  image  settings  file;  This  file  controls  which  images  to  create  and what 
properties each image should have. The reference value is a value connecting an image 
setting to a detection setting.
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Figure  4.3: Example of input detection settings used by the new code. In this example, the reference  
image1  in  detection.settings  is  controlled  by  the  reference  image1  from  image.settings.  An  
image.settings file can contain multiple references.

Reference image1  
Enable_Colormap yes  
Enable_Grayscale no  
Enable_Raw_Data yes  
Final_Image yes  
X_Pix 1024
Y_Pix 1024  
Lens_Image yes  
X_Pix 1024  
Y_Pix 1024  
Fourier_Image yes  
X_Pix 1024  
Y_Pix 1024  
Use_Log_Scale yes  
Theta_max 45  
Detection_Face Xmin  
Fourier_Plot no  
X_Pix 514  
Theta_min 0  
Theta_max 90  
Detection_Face Xmin  
Time_Plot no  
X_Pix 514  
Time_min 0 0 0
Time_max 260 260 260

Output       Reference Face  Dia_Lens Face_Lens Lens_Plane Scat_Order Dist_Selection Dist_min Dist_max Polarization Pola_min Pola_max
All orders   image1    all   50       100       105        all        no             0.0      0.0      no           0.0      0.0
ballistic    image1    Ymax  50       100       105        0          no                               no
1 scattering image1    all   50       100       105        1          no                               no
2 scattering image1    all   50       100       105        2          no                               no
3 scattering image1    all   50       100       105        3          no                               no
4 scattering image1    all   50       100       105        4          no                               no
time 0       image1    Ymax  50       100       105        all        yes            10.004   10.016   no
time 1       image1    Ymax  50       100       105        all        yes            10.016   10.028   no
time 2       image1    Ymax  50       100       105        all        yes            10.028   10.04    no
time 3       image1    Ymax  50       100       105        all        yes            10.04    10.052   no

detection.settings

image.settings



5 Validation and analysis of the “final” code
5.1 Description of the simulation

A general description of the simulations can be viewed in Figure  5.1. The scattering volume is a 
homogeneous single cube of 10 x 10 x 10 mm outer dimensions. The light source consists of a laser 
beam with  a  Gaussian  intensity profile  of  2.5 mm full  width  at  half  maximum.  The  beam is 
represented by a matrix of 252x252 values corresponding to a distance of 5 x 5 mm and is centred 
on one side of the cube. The particles used in the simulation are non-absorbing water (refractive 
index:  n  = 1.33+0.0i) droplets of diameters 0,1 µm and 20 µm. The surrounding medium is air 
(refractive index: n = 1.00+0.0i). The phase function of the scattering particles is calculated from 
the Mie scattering theory at λ = 532 nm wavelength.

Depending on the aim of the simulation different extinction coefficients are selected in a range 
from µe = 0.1 mm-1 to µe  = 1 mm-1. These coefficients correspond to a minimum optical depth of 
OD = 1 (photons scatter, in average, around one time before exiting the medium) and a maximum 
optical depth of OD = 10 (photons scatter, in average, around ten time before exiting the medium).

The collecting lens is of 50 mm in diameter is positioned at a distance of 100 mm from the front 
face of the cube, corresponding to a detection acceptance angle of 17,8°. When the photons reach 
the  collecting  lens,  an one-to-one  image  is  formed on  a  matrix  array of  512x512 values.  For  
comparison  purposes,  two special  cases  of  detection  have  also  been  investigated.  These  cases 
include an acceptance angle of 90° and an acceptance angle of 0°.
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Figure 5.1: Description of the simulations. The outer dimensions of the medium is 10 mm x 10  
mm x 10 mm. The 532 nm light  source is  positioned in the centre of  one face and has a  
Gaussian intensity profile . The 50 mm collecting lens is located at 100 mm of the front face  
and an one-to-one image is formed on a 512x512 pixel array. The scattering particles are non-
absorbing  mono-dispersed  water  droplets.  The  resulting  Mie  scattering  phase  function  is  
shown on a polar log-scale.



5.2 Validation of the “final” code

To verify that the new code works correctly a comparison with the results generated by the initial  
code is required. Also, it is important to verify if the “multiple voxels” characteristic of the code, as 
shown in figure 3.2, has not been altered in the new code. To address these issues, three simulation  
cases have been performed:

• The first simulation consist of one cubic voxel only and is run through the final code (new code).
• The second simulation is also run by the final code but has, however, one million of voxels; 100 

voxels for each dimension.
• The third simulation consist of one cubic voxel only and is run by the original Monte Carlo code  

(old code). 

All simulations consider the exact same type of scattering medium consisting of  0.1 µm particles 
at optical depth 10. After running each simulations for 100 millions of photons, the percentage of 
scattering events for different faces of the scattering volume and for all the faces, were considered 
and compared.   Figure  5.2 shows these results: It is observed that the curves overlap each other 
indicating an almost perfect match. These results validate the new code.
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Figure 5.2: Results comparison between the original old code for 1 voxel, the new code for 1  
voxel and the new code for 100³ voxels, for the exact same case of study (OD = 10 ; 0.1 µm 
droplets). Here, the distribution of scattering event is shown for each faces of the simulated  
volume. It is observed that results overlap almost perfectly, validating the new code.
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Note that since the optical depth is quite large, OD = 10, and the particles scatters the 
photons homogeneously, the probability for photons to return to the back face is important. 
This can be verified in the graph for the back face which shows that almost 25% of the 
photons returned after a single scattering event.

5.3 Analysis of the simulation time for different configurations

One interesting investigation is to evaluate, from the final code, the computing time required per 
photon depending on the number of voxels, the optical depth, the detection acceptance angle and 
the total number of photon launched in the simulation.

As shown in the graphs presented in figure  5.3, the more photons sent the better the processing 
speed. This can be explained by the current configuration of the source code. By default it will  
launch 32 threads to do the calculations. The threads will divide the total amount of photons sent  
amongst them. With a lower amount of photons per thread each thread will finish more quickly. 

When a thread finish its work a context switch will take place on the CPU and a new thread is  
loaded. Context switches is a slow operation which requires much work from the operating system 
and the CPU.  With a low amount of photons per thread the ratio between the time it takes to do all 
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Figure  5.3: Computational  time per  million photons as a function of  the total  number of  
photons launched. Different cases of studies are investigated: Acceptance angle  0° and 90°,  
optical depth 1 and 10, number of voxels 1 and 100³). Each data point is collected from 10  
different simulations.
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the threads computations and the time it takes for a context switch worsens. With more photons the 
time it takes to do a context switches can be neglected.

Another aspect of the slowdown can be deduced to the fact that not all threads finish at the same 
time. At the end of the simulation, if the number of threads remaining are less than what the CPU 
are able to execute in parallel, the CPU will no longer be running at its full capacity. In the worst  
case only one thread will remain active at the end of the simulation. On short simulations with only  
few millions photons, the time it takes for the remaining threads to finish has a much larger impact 
on the total time compared to when large number of photons are sent.

A noticeable difference can be seen when comparing the results between 0° and 90° acceptance 
angle. The curve representing 0° acceptance angle has more fluctuations over different samples  
than  the  curve  representing  the  90°  acceptance  angle.  These  large  fluctuations  are  probably 
dependant  on  the  way  the  application  operates.  When  a  photon  gets  scattered  in  a  medium 
consisting of lots of voxels the treads are forced to jump through two different tasks multiple times  
for each scattering event. The first task calculates a new position based on the current voxel and the  
second task checks if the position is inside the current voxel or if it should continue to search for  
the  finishing  point  in  another  voxel.  Although  this  particular  case  of  operation  has  not  been 
optimised, a stability and speed improvement shouldn’t be too difficult to add. This could be done 
by making the first task aware of the problem and reconstruct it in a way which allows it to keep  
the photons until their final destination point is located.

When the result from optical depth OD = 1 and OD = 10 are compared a significant difference in  
variance is observed. This can be explained by the fact that the simulations using optical depth has  
at least 10 times less scattering event. Since each scattering event is a random interaction it will  
affect the deviation between different samples.

Figure 5.4 shows the total simulation time for 100 million photons as a function of the number of  
voxels used to built-up the scattering medium.  It  is  observed from these results  that  when the  
scattering  medium  is  configured  in  a  multi-voxel  configuration,  the  code  needs  additional 
calculation steps for each photon. The effect of the increased amount of voxels can be seen for 
various  droplet  sizes  (0,1 µm and 20 µm)  and optical  depths  (OD = 1 and OD = 10).  In  the 
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Figure 5.4: A comparison between different particle sizes, number of voxels  
and simulation time.
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simulation presented here,  all  voxels  have the same extinction coefficient  making the medium 
completely homogeneous. 

5.4 Simulation speed comparison between the “initial” and “final” code

Results from figure 5.5 shows how much the final code has considerably improved the speed of the 
simulation. It is demonstrated that speed-up of 20 and 40 times between the initial and final code  
can be achieved at optical depth 1 and 10 respectively. The final code tends, then, to increase the 
speed-up at higher optical depth. This result is expected as the lifetime of the photons increases and 
more time is spent running only a few sets of calculations, reducing diversity and thus benefiting 
the parallel nature of the GPU.

An interesting aspect of the graph is the speed variations (of the final code) dependence on the  
amount of scattering events.  When the amount of scattering events is  low, the CPU and GPU 
performances are almost  identical.  However, if  the number of scattering event  is increased the  
calculation speed of the GPU improves by a factor of two.

Due to limited amount of time available not all parts of the code runs natively on the GPU. One of 
the sections missing is the light source generation which is done on the CPU. Moving this piece of 
code to the GPU will help improve the performance due to less memory transfers needed as well as  
enabling  more  effective  ways  of  communicating  with  the  GPU.  This  will  be  one  of  the  first 
improvements in future updates of the code.
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Figure 5.5: The execution time comparing the old code run on the CPU versus the new code run on the  
CPU and the GPU. CPU: Intel Core i7 950 (all cores used in the new code). GPU: Nvidia GeForce GTX  
460, 2048 MB memory.
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6 Example of results
6.1 Description of the simulation

A general description of the simulations can be viewed in Figure  6.1. The scattering volume is a 
homogeneous single cube of 10 x 10 x 10 mm outer dimensions. The light source consists of a laser 
beam with  a  Gaussian  intensity profile  of  2.5 mm full  width  at  half  maximum.  The  beam is 
represented by a matrix of 252x252 values corresponding to a distance of 5 x 5 mm and is centred 
on one side of the cube. The particles used in the simulations are non-absorbing water (refractive  
index:  n  =  1.33+0.0i)  droplets  of  diameters  0,1 µm,  2,5 µm  and  20 µm  respectively.  The 
surrounding medium is air (refractive index:  n = 1.00+0.0i). The phase function of the scattering 
particles is calculated from the Mie scattering theory at  λ =  532 nm wavelength. The extinction 
coefficients is fixed to µe = 0.5 mm-1 corresponding to an optical depth of OD = 5. The collecting 
lens is of 50 mm in diameter is positioned at a distance of 100 mm from the each face of the cube, 
corresponding to a detection acceptance angle of 17,8°. When the photons reach the collecting 
lenses, an one-to-one image is formed on a matrix array of 1024x1024values. For each simulation 
(for each droplet size) 200 billions of photons were launched.

In these simulations, almost 150 independent settings are set as conditions detection. This new 
feature  enables  different  aspects  of  the  output  data  to  be  filtered  and  analysed  from a  single 
simulation case.  Series of images are created with different  time-gating and scattering options, 
enabling a time-resolved visualisation of the results. By comparing how single scattering evolve in 
time, against the all scattering orders, adequate time-gating options can be determined. This can be 
used for real case of experiments, where the interest lies in detecting singly scattered photon only.
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Figure 6.1: Description of the simulations. The outer dimensions of the medium is 10 mm x  
10 mm x 10 mm. The 532 nm light source is positioned in the centre of one face and has a  
Gaussian intensity profile . Three collecting lens are located at 100 mm of the back, side and  
front face respectively. The scattering particles are non-absorbing mono-dispersed water  
droplets of 0,1 µm, 2,5 µm and 20 µm. The optical depth equals OD = 5.
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Figure 6.2: Polar representation of the phase functions for water droplets  
with  the  sizes  0.1 µm,  2.5 µm and  20 µm.  The  wavelength  of  the  light  
source is 532 nm.

Figure 6.3: a) Standard image generation. Rays with similar starting position reaches the similar  
positions on the image plane. b) Fourier images are generated by moving the image plane to the  
focal point. Parallel rays always reaches the same point on the Fourier plane regardless of their  
initial starting position.



6.2 Imaging results and Fourier analysis
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Figure  6.4: Back  scattering  imaging  of  the  scattering  medium  at  optical  depth  OD  =  5.  
Comparison between droplets of diameter 0.1, 2.5 and 20 µm. The first row of images, showing all  
scattering orders, is composed of the sum of all the individual scattering orders. The contribution  
of the first up to the fourth order is shown for each droplet size.
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Figure  6.5: Side  scattering  imaging of  the  scattering  medium at  optical  depth  OD = 5.  
Comparison  between  droplets  of  diameter  0.1,  2.5  and  20  µm.  The  first  row  of  images,  
showing all scattering orders, is composed of the sum of all the individual scattering orders.  
The contribution of the first up to the fourth order is shown for each droplet size.
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Figure 6.6: Forward scattering imaging of the scattering medium at optical depth OD = 5.  
Comparison  between  droplets  of  diameter  0.1,  2.5  and  20  µm.  The  first  row  of  images,  
showing all scattering orders, is composed of the sum of all the individual scattering orders.  
The contribution of the first up to the fourth order is shown for each droplet size.
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Figure 6.7: Back scattering Fourier imaging of the scattering medium at optical depth OD =  
5. Comparison between droplets of diameter 0.1, 2.5 and 20 µm. The first  row of images,  
showing all scattering orders, is composed of the sum of all the individual scattering orders.  
The contribution of the first up to the fourth order is shown for each droplet size.
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Figure 6.8: Side scattering Fourier imaging of the scattering medium at optical depth OD =  
5. Comparison between droplets of diameter 0.1, 2.5 and 20 µm. The first row of images,  
showing all scattering orders, is composed of the sum of all the individual scattering orders.  
The contribution of the first up to the fourth order is shown for each droplet size.
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Figure 6.9: Forward scattering Fourier imaging of the scattering medium at optical depth OD  
= 5. Comparison between droplets of diameter 0.1, 2.5 and 20 µm. The first row of images,  
showing all scattering orders, is composed of the sum of all the individual scattering orders.  
The contribution of the first up to the fourth order is shown for each droplet size.



6.3 Time-resolved results
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Figure  6.10: Time  resolved  all  orders  forward  scattering  Fourier  imaging  of  the  
scattering medium at optical depth OD = 5 and droplets of diameter 20 µm. In the first  
few images the effect of single scattering can be seen and in the later images only the  
effect of diffuse photons are visible.
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Figure  6.11: Time  resolved  first  order  forward  scattering  Fourier  imaging  of  the  
scattering medium at optical depth OD = 5 and droplets of diameter 20 µm. In the first  
few images the effect of single scattering is fully visible and in the later images only a  
small circle remains.
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Figure  6.12: Time  resolved  second  order  forward  scattering  Fourier  imaging  of  the  
scattering medium at optical depth OD = 5 and droplets of diameter 20 µm. In the first  
few images the ring effect  of  the phase function is  somewhat  visible and in the later  
images only the effect of diffuse second scattering order photons are visible.



6.4 Conclusions

The final goal of this thesis was to improve the simulation speed of a Monte Carlo code through the  
use of the vast parallel computational power available on a modern graphics card. However, it was  
realised after the initial examination of the original code, that other areas could, as well, be largely 
improved. Some of the changes, concerned the optimisation of the input and output file handling, 
the so-called “user interface”, while other changes focus only on the pure “speeding-up” of the 
simulation. These improvements can be listed as: 

Optimisation of the user Interface:

• Multiple detection: In the original code each detection condition required one execution 
of the Ray-Tracing code. By allowing the user to create a file defining multiple detection 
characteristics, it is now possible to generate a large amount of information by executing 
the application only once. This gives the user a better overview of all the setting parameters 
while adding flexibility for controlling the detection conditions of a simulation.

• Direct visualisation: Instead of only generating matrices output data, a feature was added 
which converts  the data  into directly viewable  images.  This  feature allows the user to  
quickly  examine  the  results  of  a  simulation  without  opening  an  extra  software  (e.g. 
Matlab). Also, it shortens the initial process of fine tuning the starting parameters as well as 
help the user to spot errors or problems with the simulation configuration.

• Fourier analysis: Apart  from giving  the  user  a  set  of  one-to-one  images  to  examine, 
additional images can be generated from the Fourier plane. The Fourier images allow the 
user to visualise the ring patterns generated by the spherical droplets and presents a lots of  
interest in analysing multiple light scattering in particle sizing.

• Organising files in structured folders: With the inclusion of multiple detection features 
and image  generation,  a  better  file  structure  was  needed (due  to  the  large  increase of 
generated output files). Instead of storing files in one single folder, multiple folders are 
used in the new code. All the input files have been moved to a single input folder and all 
output  files have been moved to a single output  folder.  Then,  the generated image are  
organised in separate sub-folders as a function of their detection conditions.

• Support  for  scripting  languages: As  the  simulation  files  are  now  sorted  in  easily 
accessible folders, options were added to bypass all the required questions. This can now 
be achieved by directly giving the answers as input arguments when calling the executable 
file  (making  the  application  scriptable).  For  example,  this  allows  the  user  to  call  the 
application  from  a  Matlab  script  enabling  the  execution  of  multiple  simulations 
consecutive.

Speeding-up the simulation:

• Threading/parallelizing: As a first step towards running the Monte Carlo algorithm on the 
graphics card, the original code was “reshaped” to use multiple threads. By preforming this 
initial step many of the single threaded bottle necks were identified. With this knowledge it 
was possible to create an application able to do all the calculations on multiple CPU cores.

• Monte Carlo + imaging: By combining both the Monte Carlo and the Ray-Tracing code, 
only a single application is now needed. With the union of the two codes, the intermediate  
saving and loading of photons data are no longer required saving consequent disc space in 
the hard drive (up to ~100 GiB for some simulation cases).  With a limited amount  of 
storage space available, only a limited amount of photons could, previously, be sent in a  
simulation.  With  the  new code,  a  very large  amount  of  photons  can  be  sent  without 
requiring additional storage space.
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• Restructure the code for the GPU: With most part of the code already threaded, the final 
GPU version of the code was easily integrated by changing from a CPU calculation thread 
to a GPU version. During the implementation of the GPU code, an approach was selected 
which allows smaller calculation steps to be freely performed either on the CPU or the  
GPU. In the final version of the code, the GPU preforms all the calculation steps on its  
own.

Thanks to these changes, considerable improvements in computational performances between the 
initial and final code can be highlighted. In the original version of the code, only one detection set-
up was selected at a given time, while in the new code, a large amount of detection conditions can 
be simulated simultaneously. Hundreds of detection condition, with high resolution image pixel can 
be activated (e.g. in chapter 6 ~150 condition of detection were selected). As the ray-tracing code 
was running in its own threads, and the Monte Carlo calculations on the GPU, the total number of  
settings did not affect at all the simulation time due to CPU activity being much less than 100%. 
The limiting factor of the imaging code is its usage of memory. The ~150 high resolution images 
from chapter 6 need ~4 GiB memory which is the memory limit of a 32 bit application.

With the removal of saving raw photon data from the Monte Carlo simulation an almost unlimited 
amount of photons can be sent during the simulation. During the simulations for chapter  6, 200 
billion photons were sent. This amount of photons has never been simulated in the past using the  
old version of the Monte Carlo code.

The speed improvements reached in this work was not as large as reported elsewhere [8], for Bio-
medical  applications.  In  the  case  of  Monte  Carlo  simulation  in  skin  tissues,  authors  have 
demonstrated an improvement of up to ~300 times. The results obtained during the performance 
analysis for this thesis are the following: Running the simulation on multiple CPU cores resulted in  
an increase of ~20 times the performance of the old code. Enabling the Monte Carlo method to be 
run on the GPU further doubled this performance reaching ~40 times improvement. This large 
increase is still in the order of 10 times inferior to what has been reported in the literature. One of  
the main difference on performance gains compared to others applications, can be explained by the 
much lower optical depth used here. During the performance testing (see figure 5.5 and the table in 
figure  6.13)  the  optical  depth  was  limited  to  OD <= 10,  while  others  researchers  have  used 
OD > 100. Another difference compared to others reports is the full usage of the modern CPU. 
Instead of using only a single thread, all cores were fully utilised during the calculations on the 
CPU.

As a conclusion, the acceleration and optimization of the Monte Carlo code presented in this thesis, 
has open-up new simulation possibilities which were not possible in the past with the initial version 
of the code. 
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Figure  6.13: Comparison  of  both  the  execution  time  and  speed-up  of  the  
simulation between the old code running on the CPU, the new code running on  
the CPU and the new code running on the GP-GPU. The data shown in this table  
are plotted in figure 5.5.

Time [s] OD 1 OD 2.5 OD 5 OD 7.5 OD 10
Old code 441 795 1454 2218 2978
New Code 25 39 69 95 127
New Code with GPU 22 27 40 57 75

Speed-up OD 1 OD 2.5 OD 5 OD 7.5 OD 10
Old code 1.0 1.0 1.0 1.0 1.0
New Code 17.6 20.4 21.1 23.3 23.4
New Code with GPU 20.0 29.4 36.4 38.9 39.7
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